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Fig. 1. Color visualization of the squared error differences between pairs of images belonging to one particular individual. Each image was cropped to focus
on the nose region of the face. A perfect alignment between two faces would be the one with very small error values, where nearly all pixels match. Small
error values are presented in dark blue and larger error values are displayed in dark red. Notice the large difference of maximum error values between the
two methods. (top) Using our method. (bottom) Using 2-dimensional alignment and linear interpolation.

Abstract—Most facial classification systems based on depth
data work through an alignment, feature extraction, and identi-
fication pipeline. Poor alignment and missing portions of depth
information can negatively affect results. Therefore, appropriate
alignment and reconstruction of missing data is crucial for the
correct operation of those systems. We present1 a simple and
effective approach that automatically aligns and reconstructs
damaged facial depth images. By using only four facial landmarks
and the raw depth data, our approach converts a given damaged
depth image into a smooth depth function, performs the 3-
dimensional alignment of the underlying face with the face of an
average person, and produces a final aligned depth image having
arbitrary resolution. The presented approach is straightforward
and easily fits into popular processing pipelines. It can also
be extended to produce correct color images to be used with
the depth images. Our experiments show that the proposed
approach outperforms commonly used methods. We also present
a comparative study that the depth images produced by our
approach improve the quality of state-of-art gender classification
techniques.

Keywords-depth image; alignment; non-linear interpolation;
resampling; face image

1M.Sc. dissertation presented to PPGC/UFF in partial fulfillment of the
requirements for the degree of Master in Computer Science [1].

I. INTRODUCTION

It is notable that the ability to retrieve information from
facial depth images has many practical applications including
face recognition, age group estimation, gender and ethnic
group classification. Unfortunately, depth data is often dam-
aged due to limitations intrinsic to off-the-shelf depth-image
capturing systems. Also, the amount of pixels covering the
imaged face and face’s orientation often vary from image to
image, making difficult or even impossible the use of captured
images without the proper alignment and reconstruction of
depth data [2]. Virtually every computer vision researcher
that needs to perform alignment and reconstruction of facial
depth data usually presents its own solution to the problem.
A well-known technique is to identify some facial features
by curvature, and compute the alignment based on them [3].
Solutions based on principal component analysis (PCA) have
also been proposed [4]. However, most of the attempts restrict
the solution to the 2-dimensional image plane. Also, linear
interpolation is commonly used to fill the holes [5], leading
to unnatural flat artifacts on the facial surface.

This work presents a simple and effective method for
aligning and reconstructing facial depth images from damaged
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(a) Original color image(b) Original depth image (c) Final depth image

Fig. 2. From left to right: (a) the original color image, (b) the original
damaged depth image, and (c) the image with reconstructed depth information
produced by our technique. Both (b) and (c) are presented in false-color, where
navy blue pixels denote missing depth information and dark red pixels denote
the surface closest to the camera. Notice in (c) the smooth transition of depth
values in the originally corrupted portions.

depth data in a completely automatic way (Section III). The
approach uses information extracted from valid pixels to adjust
a smooth thin-plate spline (TPS) interpolating function that
naturally reconstructs the depth information of missing pixels
(see Fig. 2) and computes smooth transitions among existing
ones. The approach also explores facial landmarks in order to
determine the actual position and orientation of the imaged
face in the 3-dimensional space. The relation between the
set of landmarks in the actual face and a set of canonical
landmarks is used to map the shape of the imaged face to a
standard space where the resulting aligned image is generated
by ray casting the reconstructed surface.

Our experiments (Section IV) show that the approximation
errors produced by our method are smaller than those using
2-dimensional alignment combined with linear interpolation
(see Fig. 5). We also present a comparative study among
four distinct interpolation methods (nearest-neighbor, linear,
natural-neighbor, and our thin-plate spline-based) using the
proposed alignment method in the 3-dimensional domain.
Each interpolation method was applied as part of state-of-art
gender classification processes proposed by [5], [6].

The contributions of this work include:

1) A block division approach that allows the use of a robust
interpolation scheme;

2) A relief mapping-based ray casting strategy to resample
the reconstructed surface;

3) A comparative study between conventional 2D and the
proposed 3D alignment; and

4) A comparative study of the performance of four different
interpolation methods.

The alignment and reconstruction approach presented in this
work was submitted to the Pattern Recognition Letters’ special
issue on Depth Image Analysis. We are awaiting a decision.
An early stage of this work was accepted for publication in
the International Workshop on Depth Image Analysis (WDIA).
The event was held in conjunction with the 21st International
Conference on Pattern Recognition (ICPR). Unfortunately, it
had to be withdrawn due to reasons beyond our control.

II. RELATED WORK

TPS was applied by Whitbeck and Guo [7] in color image
warping. They implemented an applet as an improvement over
the AlexWarp program [8]. In their implementation, TPS was
used to allow more control points to be added by the artist
instead of just one pair, as in the AlexWarp. In our work, we
use TPSs on depth images. We use all points from the original
depth image and do not intend to warp data.

Guo et al. [9] created an average morphable shape repre-
sented by a TPS to be used in face recognition applications.
The average face was created using a database containing only
records of asian people which resulted in a model restricted to
a particular ethnic group. A reduced number of control points
and the usage of a single TPS are some of the limitations
of their work. In our work, we use several TPS functions to
build a different 3-dimensional model for each subject. Also,
we developed an adaptive block scheme in order to allow the
use of all depth values of the image pixels while fitting the
TPS.

Moreno et al. [3] developed a system that aims to work
on face images with varying poses, in situations where there
is no control over the depth data acquisition. They reported
that median and Gaussian filters were applied in the pre-
processing stage to remove noise and smooth the curvature
of the resulting surfaces. Instead, we propose the use of a
TPS-based interpolation scheme combined with a RM-based
ray casting technique to reconstruct missing portions of data
as smooth surface patches.

Stormer and Rigoll [4] proposed a procedure consisting
of facial feature hypotheses extraction to create aligned and
normalized patches of faces in range images. Their alignment
and normalization procedure is not very accurate. The use of
linear interpolation is also adopted by other face classifica-
tion systems, including state-of-the-art gender classification
techniques [5], [6]. We propose the use of a TPS-based
interpolation scheme that produces C∞ continuous surfaces,
while the linear method is C0 continuous. Also, in contrast
to Stormer’s et al. approach, we perform non-iterative 3-
dimensional alignment using only four facial landmarks.

III. THE PROPOSED ALIGNMENT AND
RECONSTRUCTION APPROACH

The computation of the aligned facial depth image consists
of four main steps. First, we take the input raw depth image
and crop the rectangular region that contains the face of the
imaged person (Section III-A). Then, we adaptively subdivided
the cropped region into smaller regions where TPSs are
adjusted to the depth data in each of them (Section III-B).
The TPSs not only guarantee smooth interpolation of depth
data while producing the final image but also provide the
reconstruction of damaged and missing portions of depth
information. In the third step, we use affine transformations to
perform the 3-dimensional alignment of the landmarks of the
given face with the landmarks of the face of an average person
(Section III-C). Lastly, by applying the same transformations
to the TPSs, we map the input face to a standard space in
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Fig. 3. Image cropping. (left) A grayscale visualization of an original depth
image (640× 480) before any cropping is done. The distances dle,re and
dno,ch are proportional to the cropping rectangle. (right) A scaled example
of a cropped image (195× 293). Lighter shades of gray correspond to points
closer to the camera.

which we held ray casting in order to produce an aligned
facial image having arbitrary resolution (Section III-D).

Section III-E describes how the parameters of the average
person can be obtained from the images in the dataset.
Section III-F discusses how to transform the raw color images
and how to produce normal maps that are consistent with the
resulting depth images.

A. Image Cropping

We define the axis-aligned cropping rectangle that contains
the face by using the image coordinates (uno, vno)

T of the
nose (no) as pivot point, the horizontal distance dle,re be-
tween left (le) and right (re) eyes, and the vertical distance
dno,ch between imaged nose and chin (ch) as parameters for
computing, respectively, the width and height of the resulting
sub-image (Fig. 3).

It is important to emphasize that defining a sub-image using
a cropping rectangle is an optional step of our approach. By
limiting data to the sub-image that contains the region of inter-
est (i.e., the subject’s face) we do alleviate the computational
cost of subsequent steps. Furthermore, the cropped image
does not have to be perfectly symmetrical to the imaged face
because the actual alignment procedure will be performed by
the final steps of our algorithm (see Sections III-C and III-D).
Also, the produced cropping rectangles may have different res-
olutions, since their dimensions are proportional to distances
in a given input images. The only requirement for a sub-image
is to contain the face of the subject.

B. Depth Data Interpolation and Reconstruction

Depth data interpolation and reconstruction is performed us-
ing TPSs adjusted to raw depth data. TPS is the 2-dimensional
analog of the cubic spline in one dimension [10]. It is
important to notice that a TPS is adjusted to an unstructured
set of control points, and also that it can be evaluated at any
real valued (u, v)

T position, returning a smoothly interpolated
z value. As a result, sub-pixel sampling and damaged facial
depth reconstruction are naturally handled by the TPS-based
interpolation scheme developed in our work.
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Fig. 4. An example of how the blocks in the last row and in the last column
may be smaller in size than the rest of the blocks in the image. In the proposed
algorithm, each block may independently grow in size until enough control
points are within its boundaries (see the blocks in the lower right corner of
the image).

A TPS is described by 2 (N + 3) parameters, where N is
the number of control points. As a result, the computation of
a single TPS to all valid pixels in a cropped image may be
unfeasible. We avoid such an issue by dividing the cropped
image into adaptive blocks having a small number of control
points, and fit a different TPS to each one of the blocks. Such
an approach has two advantages: (i) it allows our technique to
handle images having arbitrary size; and (ii) the procedure is
less prone to numerical instability.

The adaptive blocks are initially distributed uniformly over
the cropped image as a regular grid comprised by square
entries having fixed size (most blocks in Fig. 4). However,
since depth data may be damaged, some of the blocks may
not contain enough control points to define a TPS. In such a
case, we incrementally change the size of an ill-defined block
by including a ring of surrounding pixels in it. An ill-defined
block grows until it has enough valid pixels to solve the linear
system of equations that computes the coefficients of the TPS
(see the blocks in the lower right corner of Fig. 4).

C. Three-Dimensional Face Alignment

The alignment stage computes the affine transformation
that maps a face defined in the actual space (i.e., the 3-
dimensional space where the imaged face resides) to a standard
position and orientation defined in the standard space (i.e., the
3-dimensional space where all faces will be aligned). The
transformation for a given imaged face is computed from
the location of four landmarks in the actual coordinate frame
(namely, left eye (le), right eye (re), nose (no) and chin (ch))
and the equivalent locations in the standard coordinate frame.
Each location is represented by a point PPPS,F , where S is ac
or st for, respectively, actual or standard frames, and F is one
of the labels in {le, re, no, ch}.
D. Producing The Final Depth Image

The final depth image of a given face is computed by casting
rays (one ray per resulting image pixel) from a pinhole camera
defined in the standard space to the surface of the subject’s
face mapped from the actual coordinate frame to the standard
coordinate frame (Section III-C). Due to space restriction, this



0 0.5 1 1.5 2 2.5 x 10
4

0

50

100

150

200

250

300
stcejbu

S

Squared error

100

150

200

250

300

Proposed Approach
Common Approach

(a) Minimum

x 10
4 0 2 4 6 8 10

0

50

100

150

200

250

300

Squared error
4

Proposed Approach
Common Approach

(b) Mean

Proposed Approach
Common Approach

0 1 2 3 4 5 6
0

20

40

60

80

100

120

140

160

180

Squared error
4

x 10
5

(c) Maximum

Fig. 5. Histograms showing the distribution of (a) minimum, (b) mean and (c) maximum squared error values computed from the depth values of a reference
image and images produced using the proposed (blue) and the common (red) approaches. Notice that the error values for the proposed approach are smaller
than for the common approach.

paper does not present the proposed ray casting procedure in
detail. However, it can be derived from a well-known rendering
technique: the relief mapping (RM) [11].

The central idea of our ray casting procedure is to use RM
to quickly find the first intersection of each casted ray and the
surface encoded by the set of TPSs (Section III-B). Once the
first intersection is found for a given ray, the z coordinate of
the intersection point in camera’s coordinate system is stored
in its respective image pixel. As in RM, we start the process
with a linear search. Beginning at the center of projection
OOO, we step along the ray passing through the current pixel
mapped to the image plane in the 3-dimensional space at
increments of δ looking for the first point inside the surface.
Once the first point under the TPS surface has been identified,
the binary search starts using the last point outside the surface
and the current one. The role of the linear search is to quickly
approximate the first intersection between the casted ray and
the TPS surface. The role of the binary search, on the other
hand, is to find the exact location of such an intersection.

E. Computing the Average Person

The average person is defined in the standard space. It is
used as target-face during the face-alignment stage of our
procedure. In order to setup an average person one needs
to specify the location PPP st,F of the four face landmarks. In
our experiments, we computed the coordinates of PPP st,F from
average values retrieved from the input dataset. However, one
can place the landmark in the way that is most convenient for
a particular application.

We build a mean tetrahedron from the tetrahedra defined by
the landmarks of each input face. The base of such tetrahedra
was defined by the location of both eyes and chin. The apex
was set to be the nose. The distances were measured in the
3-dimensional coordinate frame where each input face resides.

F. Producing Correct Color and Normal Map Images

The computation of correct color and normal map images
to be used with the aligned depth images is straightforward.
The color information related to the first intersection of the
casted ray and the surface encoded by the TPS can be retrieved

from another TPS encoding the color of input image pixels.
By doing so, one guarantees a smooth interpolation of color
values as well as the reconstruction of missing portions of
color information. The normal vectors for the normal map
can be retrieved directly from the TPS encoding depth data by
computing the normal of the surface at the intersection point.

IV. EXPERIMENTS AND DISCUSSION

We have implemented our technique using C++ and
MATLAB R©. The C++ code was compiled using Microsoft R©

Visual Studio R© as dynamic link libraries (DLLs) so that they
could be called from MATLAB R© as MEX-functions. OpenMP
was used to explore parallel computing in TPS computation.
The system was tested on several real depth images. We
have applied our method to the UND Biometric Database
(Collection D) [12]. This dataset is comprised by 953 images
of 277 individuals, recorded using the Minolta Vivid series
3D scanner. The UND database includes 2-dimensional color
images, the corresponding range images, and the location of
the facial landmarks in image space.

In our experiments, we set the initial size of the adaptive
blocks where TPSs are adjusted (Section III-B) to 32× 32.
The number of blocks depends on the size of the cropped im-
age (Section III-A). The resolution of the final images was set
to wst = hst = 118. However, it is important to notice that our
approach can produce smooth images having any resolution.
The location of the facial landmarks in the input images was
retrieved from the database. We have found the following mean
values (expressed in millimeters) while defining the average
person (Section III-E): µeye = 101.3238, µnose = 40.0234,
µchin = 104.3238, and µtip = 38.2279. Notice that those val-
ues are consistent since they are proportional to the average
subject’s face. Hence, they could be used without change by
any application where our technique could be used, even by
those that process a different dataset. The synthetic pinhole
camera (Section III-D) was placed 1750 mm apart from the
base plane of the mean tetrahedron, with optic axis coinciding
with the displacement vector of the nose and having its x and
y axes aligned, respectively, to the x and y axis of the standard
coordinate frame.



We compared our results to a widely used approach based
on 2-dimensional alignment with linear interpolation. In this
approach, we first filled the missing portions of depth in-
formation using a linear interpolation method provided by
MATLAB R©. In turn, we applied the transformation matrix
to align the triangle defined by the points QQQac,le, QQQac,re,
and QQQac,no to the same standard coordinates presented in
Section III-E. We compared different recordings of faces
belonging to the same subject, since their alignment should
match better than with other subjects’ faces. We calculated
the sum of the square differences in the z values for both
methods. Our analysis covered 257 subjects and the mean
squared error found using our approach was 2.1319× 102

while the mean squared error using the common approach
was 1.0135× 104. A histogram showing the minimum, mean
and maximum values for each subject can be seen in Fig. 5.
It is important to comment that, in our approach, the larger
errors are gathered mostly on the neck region (outside the
face). With the common 2-dimensional approach, the errors
are scattered all over the image. By analyzing just the nose
region (Fig. 1), the maximum error produced by our method in
this database becomes two orders of magnitude smaller than
the error produced by the common approach.

We also performed an experiment that compared four
distinct interpolation methods (i.e., nearest-neighbor, linear,
natural-neighbor, and the proposed one) applied as part of
gender classification models presented by Wu et al. [5], [6].
We choose to use two of the three gender classification models
proposed by Wu et al.: principal geodesic analysis (PGA) and
supervised weighted PGA (SWPGA).

The performance of the interpolation methods used to
provide input data for the gender classification techniques was
measured by comparing the confusion matrix [13] and the
Matthews correlation coefficient (MCC) [14] of each technique
under the k-fold cross-validation framework [15]. The image
set used for both training and testing was comprised of 180
images (90 females and 90 males) from different individuals.
Although each subject may have several different images in the
dataset, only one image per subject was used during the tests.
In this way, we avoid bias caused by duplicated individuals.

The cross-validation was run with k = 5 folds. Therefore,
each fold contained 36 subjects (18 females and 18 male). At
each round, one fold was reserved for testing and the others
were used for training. After all rounds have finished, the
measured statistics are averaged by the number of rounds.

The gender classification can be interpreted as a binary
classification and so we can fit the two genders within two
classes: female and male. The following nomenclature is
used to refer to the cells of the resulting confusion matrix:
true females (TF) are the females identified as such, true
males (TM) are the males identified as such, false females (FF)
are the males incorrectly classified as being females, and false
males (FM) are the females incorrectly classified as being
males.

Using the aforementioned naming convention, we calculated
four distinct measurements: accuracy, true females rate (TFR),
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Fig. 6. The results of (a) PGA and (b) SWPGA. Notice how the TPS provides
a higher accuracy value than the nearest-neighbor, linear and natural-neighbor
interpolations.

true males rate (TMR) and the MCC. The accuracy is the
proportion of true results (both TF and TM) in the population.
TFR measures the proportion of actual females which are
correctly identified as such. Similarly, TMR measures the
proportion of males which are correctly identified.

We calculated the average of each metric for the k folds
and the results are presented in Fig. 6, respectively for PGA
and SWPGA. As expected, the nearest-neighbor interpolation
had the poorest accuracy (0.700 for PGA and 0.677 for
SWPGA), while the linear and natural-neighbor interpolation
are considered tied (0.711 for PGA and 0.683 for SWPGA,
both). Our TPS-based technique had the highest accuracy
(0.717 for PGA and 0.706 for SWPGA), suggesting that
smoother interpolation can increase the gender classification
performance.

By comparing the results of changing the interpolation
technique used in both PGA and SWPGA methods (Fig. 6),
it is important to notice that the accuracy differences in the
PGA model are smaller than those found in the SWPGA
model. The TPS in the SWPGA showed an increased accuracy
of up to 3%. We believe that, since the SWPGA iteratively
creates a weight map to describe relevant discriminating
regions, iterative methods have the tendency to amplify the
errors introduced by simpler interpolating functions and, as
a consequence, the TPS resulted in higher accuracy when
applied to the gender discriminating model.

The purpose of the weight map computed by the SWPGA



is to improve the gender discriminating capacity of the leading
features extracted from a training set [6]. The leading features
are estimated from pixel-by-pixel coherence between subjects
of the same gender and pixel-by-pixel incoherence between
genders. We believe that the lack of continuity (artifacts)
introduced by the nearest-neighbor and the linear interpolation
schemes affects the computation of proper weights because
the artifacts may mask small non-soft features expected in
male faces. By comparing the TMF and TFR coefficients com-
puted for simpler interpolation schemes and for the proposed
approach, it is possible to conclude that male classification
benefits from the use of the TPS-based scheme. Notice in
Fig. 6b that the TMR increased from 0.685 (nearest) to
0.720 (TPS), while the TFM increased from 0.681 (nearest) to
0.709 (TPS). Such an improvement may be explained by TPS’
ability to estimate the depth value of a point on the surface
from all data points in the same block, and not just from the
closest data points as in nearest or linear interpolation, leading
to a continuous and coherent surface.

Similarly to the aforementioned metrics, the computed
MCCs show that the nearest-neighbor, linear, and natural-
neighbor interpolations are equivalent to each other when
applied with both non-iterative and iterative classification
approaches. The TPS, on the other hand, may improve the
result of iterative techniques. The MCC coefficients computed
for the interpolation schemes used in combination with the
PGA were 0.402 (nearest), 0.424 (linear and natural), and
0.435 (TPS). In contrast, the coefficients computed for simpler
interpolation schemes with SWPGA were 0.361 (nearest), and
0.375 (linear and natural), while the MCC coefficient for
TPS with SWPGA was 0.419. In practice, this means that
for non-iterative techniques the simpler interpolation methods,
specially the linear and natural-neighbor interpolations, can be
applied with no major impact on the final classification result.
However, it is recommended to use our TPS-based approach in
techniques that may amplify interpolation errors (e.g., iterative
methods).

V. CONCLUSIONS

We have presented a completely automatic approach for
aligning and reconstructing damaged facial depth images.
The approach uses TPS to smoothly interpolate existing data,
facial landmarks to ensure data alignment, and RM-based ray
casting to render the final aligned depth image having arbitrary
resolution. In order to reduce the high computational costs
of the TPS, a block division approach was introduced where
separate TPSs are adjusted to each block. We demonstrated
the effectiveness of the proposed techniques by implementing
it and using it to align faces of several real depth images
available in a well-known biometric database.

The proposed alignment and interpolation methods were
compared against a widespread approach based on 2-
dimensional alignment and linear interpolation. The errors in
the proposed method were up to two orders of magnitude
smaller than the simpler approach. This result suggests that it

is recommended the use of the proposed techniques in order
to achieve better results on procedures that are currently based
on naive alignment and reconstruction of depth data.

The experiments suggest that the TPS has better results
when used within iterative methods since the feedback mech-
anisms of this kind of procedure tend to amplify errors
(e.g., interpolation errors). Also, the TPS has proven able
to increase the gender classification accuracy of the SWPGA
model by 3%. With that in mind, the presented conclusion is
that when the research is in a prototyping phase the researcher
may use a simple interpolation method (i.e., linear) in order
to validate their implementation and later use a more sophisti-
cated interpolation method (i.e., our approach) to improve the
final results.
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