
Locating Façades using Single Perspective Images,
Cube Maps and Inaccurate GPS Coordinates

Jonas Sampaio, Raphael Evangelista, and Leandro A. F. Fernandes
Instituto de Computação, Universidade Federal Fluminense (UFF)

CEP 24210-240 Niterói, RJ, Brazil
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Fig. 1. High-level representation of the process proposed to locate and recognize a façade, returning the actual geographic coordinate of the building:
(1) A smartphone with a camera and a GPS (global position system) is used to take a picture of a building façade. (2) The input picture is compared to
panoramic images of the streets nearby the inaccurate input GPS coordinates. The panoramic images are provided by existing virtual map systems such as
Google Street View. (3) The location of two panoramic images having the façade of interest and the direction of the façade in those panoramas are used to
triangulate the actual geographic coordinates of the building.

Abstract—Search for information about monuments, business
establishments and façades is a recurring task for travelers and
citizens of large cities. However, even when the person is in front
of the place of interest, the language and the inaccuracy of the
GPS receivers integrated in mobile phones may make it difficult
the precise identification of the site. We present a tool that is
capable to identify the correct geographic coordinates of the
place of interest. Given a picture of the place and inaccurate
geographic coordinates provided by a smartphone, the building
is located in a web mapping service (e.g., Google Maps) by
looking for the image of its façade into panoramic views of the
streets (e.g., Google Street View) nearby the given geographic
coordinates. We demonstrate the proposed approach and algo-
rithms by building a prototype of the application. Our solution
employs graph traversal algorithms, computer vision and image
processing techniques such as ASIFT, panoramic projection,
triangulation, and histogram analysis. The effectiveness of our
solution was asserted by automatically retrieving the geographic
coordinates of façades in our hometown.
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I. INTRODUCTION

The need for discovering information about unknown places
feeds our curiosity. Such a necessity may arise during a
travel or in daily life when we see the façade of a business
establishment that makes us question ourselves about the kind
of service provided there. Indeed, sometimes one can go to
the place and ask for information about it. However, there
are situations where it is virtually impossible to do that. For
instance, when one is visiting a foreign country, linguistic and
cultural differences may impose some restrictions.

We present a computational system that employs graph
traversal algorithms, computer vision and image processing
techniques to compute the actual location of a façade in
a map, and hence in the world. The output data produced
by our system can be used to retrieve specific information
about the place of interest. The proposed process requires
only two inputs provided by the user: a picture of the façade
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of interest, and approximate GPS (global position system)
coordinates of the position from which the picture was taken.
As illustrated in Fig. 1, the input data can be acquired by
a smartphone. It is important to notice that off-the-shelf GPS
receivers may report coordinates having deviations of hundreds
of meters (see Fig. 2). Therefore, the input GPS coordinates
are converted to decimal geographic coordinates (i.e., latitude
and longitude) and used as start point for traversing the graph
of streets provided by web mapping service like the Google
Maps. During the traversal of the graph, the visual features
extracted from the input picture are compared with visual
features extracted from panoramic views provided by online
services like the Google Street View. The actual location of
the façade of interest is computed from the location of the
panoramas having the best match with the input picture and
from the direction of the matched features.

Fig. 2. Commercial GPS units are imprecise. The “A” and “B” markers
represent, respectively, the coordinates provided by the GPS and the actual
location of the user in the moment that a picture of the building was taken. The
actual location of the building is represented by the cross. The uncertain to
off-the-shelf GPS units motivated the development of the proposed algorithms.

The main contribution of this project is to demonstrate how
different state-of-art techniques originally designed for visual-
feature extraction, environment mapping, histograms analysis,
graph search and triangulation can be combined in order to
identify the location of a given building façade. We hope that
our ideas and results may motivate the development of systems
to help both travelers and citizens of large cities.

Our proposal outperforms existing solutions such as Wik-
itude [1] and Google Local by providing the actual location
of the intended place and not only its proximity on a virtual
map. As feature work we intend to present data about the
place in the computed location, in contrast to a list of nearby
candidates that must be manually inspected by the user.

Due to space restrictions, Sections II to VII present only
overviews of the proposed algorithms. Please, see [2] for
details. Results and limitations are presented in Section VIII.
Section IX concludes the paper and points directions for
future work.

II. INPUT DATA

The input picture of the façade and the input GPS coordi-
nates may be acquired by a smartphone. Usually, the device
includes the coordinates in the header of the JPEG file of
the picture. It is expected an image having as main target
the façade of interest. Due to a restriction imposed by the

Fig. 3. A portion of the virtual map available on Google Maps. Each red
marker represents the location of a Panoramic Point. The streets indicate that
there are links connecting neighboring Panoramic Points.

panoramic views used in this project, it is also expected that
the picture has been taken under daylight conditions.

We have used the Google Maps and the Google Street View
as, respectively, the web mapping service and the panoramic
views provider. Both services were accessed with the Google
Maps API [3]. It is possible to retrieve from those services
a structured file that associates panoramic images with in-
formation, such as geographic coordinates, street names and
geographic orientation (North).

In the following sections, the term Panoramic Point refers
to the association of geographic information with a panoramic
view. Each Panoramic Point also includes a set of references to
neighboring Panoramic Points. In this way, a set of Panoramic
Points represent the nodes of a graph whose edges define
portions of the streets (see Fig. 3).

III. BREADTH-FIRST SEARCH ON VIRTUAL MAPS

As illustrated in Fig. 2, the GPSs of smartphones are
imprecise. In this example, the coordinates provided by the
device are more than 100 meters away from the actual location
of the subject. Indeed, the GPS coordinates are the only guess
we have for the approximate location of the building, we
have used them as starting point of search for the Panoramic
Points having panoramic views that include the imaged façade.
Since the GPS’ uncertainty maps to an elliptical region around
the given coordinates, it is likely to the panoramic points of
interest to be close to our initial estimate but not to necessarily
attend of the same street. Therefore, the breadth-first search
strategy was adopted while traversing the graph of Panoramic
Points in a nearly uniform fashion.

During the search, in order to verify whether or not the
panorama associated with the Panoramic Point contains the
building of interest, we compare the image captured by the
user with images extracted from the panoramic view. The
comparing process is discussed in Section V. To this exper-
iment’s ends, the search’s stopping criteria is determined by
the number of winner Panoramic Points found. A Panoramic
Point is defined as “winner” if it presents a satisfactory
number of visual features that are compatible with the visual
features extracted from the picture provided by the user. Those
features must be concentrated in the same region of the
panoramic view.



IV. HANDLING IMAGE DISTORTION

Panoramic images can be planned in many different repre-
sentations (e.g., cubic, cylindrical, and equirectangular maps).
See Fig. 4 for examples. The Google Street View maintains
panoramic images in equirectangular representation.

Equirectangular panoramas are not appropriate to be com-
paring with pictures taken from pinhole cameras. It is because
the former introduce non-linear distortions on the imaged
structures while the later introduces linear perspective distor-
tions to the imaged elements. Notice in Fig. 4a how bent the
imaged straight lines look when compared with their images
in Fig. 4b. It turns out that the images of cubic representation
are more appropriate to be compared to the picture provided
by the user. Therefore, we have solved the distortion issue by
converting the original equirectangular representation to the
cubic representation. By doing so, the picture taken by the
user and the faces of the panoramas will be related by an
affine transformation.

Before the image comparison step, we build the used image
of the panorama by concatenating the images of the four lateral
faces of the cubic representation. In our experiments, we have
discarded the top and bottom faces of the cube because, in
most of times, they include only sky and floor information,
which are useless to reach the goals of this project. This
decision introduces the risk of losing useful information in
situations where part of the façade may have been captured
by the top face. This issue is discussed in Section VIII. The
concatenation of the lateral faces as a single image also avoids
comparing the input picture with four images.

(a) Equirectangular projection

(b) Cubic projection

Fig. 4. Two panoramic representations of the same environment: (a) equirect-
angular projection; and (b) cubic projection. We use the cubic projection
without the upper and bottom faces while comparing the input picture with
the panoramic view.

V. VISUAL FEATURE EXTRACTION AND MATCHING

In the context of this project, to compare a pair of images
means to identify common features in both of them. There are
many techniques on the literature that identify visual features
in images. For instance, SIFT [4] is an algorithm to detect
and describe local features that are invariant to translation,
rotation and scale differences. SURF [5] outperforms SIFT in
computational speed. In this work, we use ASIFT [6] to extract
the visual features from the input pictures and from the cubic
face-concatenated panoramas. ASIFT extends the capabilities
of SIFT by providing invariance to affine transformations on
pictures. Feature matching is performed as described in [6].

As a requirement of this project, it is very important that the
user does not have to care too much about the viewpoint from
which the picture is taken. In fact, there are some situations
where choosing the position and orientation of the camera is a
challenging task due to distance or obstacles. The use of robust
techniques, like ASIFT, is fundamental for the identification
of the façade of interest. As shown in Fig. 5, since ASIFT
features are invariant to affine transformations, the number of
matches in the top and bottom images (Fig. 5a) is greater than
by using other techniques like SIFT (Fig. 5b). In Fig. 5, the
matches are connected by white straight-line segments.

In its processing, ASIFT randomly simulates viewpoint
transformations in both images and a choice process is per-
formed to select the better characteristics extracted from each
picture. As a nondeterministic procedure, different simulations
applied to the same data may lead to different sets of extracted
features. As a result, the façade may be characterized in a
slightly different way at each execution of the algorithm.
The next section explains how we reduce deviations in the
computation of the direction of the façade in the panoramic
view due to the nondeterministic nature of ASIFT.

Differences among the light conditions in which the input
image and the panoramas were captured may decrease the
accuracy of the feature matching procedure. As a result, the
target façade may not be detected in the proper cubic face-
concatenated panorama. As future work, we plan to improve
our solution by including shadow removal and illumination
normalization as pre-processing stages of the algorithm.

VI. IDENTIFYING THE DIRECTION OF THE BUILDING

So far in the process, our application can search façades in
a virtual map and use a picture to identify Panoramic Points
that contain visual characteristics of the building of interest.
However, the actual coordinates of the target building are not
provided by the Google Maps’ service. Therefore, we must
infer its real coordinates by using the coordinates of the winner
Panoramic Points.

The panoramic images provided by the Google Street View
covers a field of view of 360 degrees around the Panoramic
Point. We obtain the direction of the building from the location
of the Panoramic Point by analyzing a circular histogram de-
scribing the distribution of matching features in the panoramic
view. The x coordinate of the matched features in the cubic
face-concatenated panorama are used in the computation of



(a) ASIFT features

(b) SIFT features

Fig. 5. Matched features in a cubic face-concatenated panorama (top)
and in an input image provided by the user (bottom). In (a), the features
were extracted using the ASIFT algorithm. Straight-line segments are used
to connect the 20 features that were detected in both images. The features
in (b) where extracted using the SIFT algorithm. Notice that no matches were
identified in this case. As commented in Section VI, the eventual matching
mistakes reported in (a) do not affect the identification of the façade of interest.

the distribution whose maximum determine the direction of
the building. In our experiments, the bins of the circular
histogram were defined as a set of equal sized subdivisions
having 10 degrees each. Notice that one should be careful
while computing this histogram, because there is a non-linear
mapping between the abscissa of the cubic representation
and the Azimuth of the equirectangular representation. Due
to those differences, the location of the matches found by
ASIFT (using the cubic panorama) must be converted to
spherical coordinates before to be used in the computation
of the histogram. Fig. 6 shows how the linear discretization of
the Azimuth in spherical coordinates (Fig. 6) maps to a non-
linear discretization in the abscissa of the lateral faces of the
cubic representation (Fig. 6b). The tangential relation between
both representations is depicted by Fig. 6c.

Fig. 7 shows a histogram produced by our system for a
winner Panoramic Point. Notice that some features may be
detected far away from the main concentration of features.
According to our experience, those features correspond to
misclassifications, like the ones that can be observed in Fig. 5a

(see the “S” letter in the bottom image being matched to
a building at the right-hand side of the top image). In our
experiments, we have observed that the occurrence of mis-
classifications contribute with sparse votes in the histograms,
and do not affect the identification of the façade of interest.

The non-deterministic nature of ASIFT leads to small
variations on the location of the peak of votes. We solved this
problem by applying a Gaussian filter to the histogram before
searching by the maximum of the distribution of features.
In this way, we avoid abrupt transitions on the number of
features in each bin, as well as improve the consistence of
the distribution of features among different executions of the
ASIFT algorithm.

VII. ESTIMATING THE GEOGRAPHIC COORDINATES OF
THE BUILDING

As discussed in Section III, our graph traversal scheme
looks for two winner Panoramic Points. We compute the actual
coordinates of the building by triangulating its location from
the winner panoramic views. Fig. 8 illustrates the winner
Panoramic Points and the directions (dashed lines) obtained
as the maxima of the distribution of features computed as
described in Section VI. Notice in this image that the location

(a) Equirectangular panorama discretization

(b) Cubic panorama discretization

(c) Overlapped representations

Fig. 6. The non-linear relation between the linear discretization of an
equirectangular panorama (a) and the discretization of the lateral faces of
a cubic panorama (b) is illustrated by the aligned top view of the representa-
tions (c). Notice the different spacing gaps between the red lines in (b).



Fig. 7. Histogram of the Azimuth’s coordinate of the features detected in
a panoramic view. Those correspond to features also detected in the input
picture provided by the user.

of the building is given by the point at the intersection of the
two dashed lines. We compute the general parameters of the
straight dashed lines from the cross product of the coordinates
of a Panoramic Point and the coordinates of the façade’s
direction represented in 2-dimensional projective space. In
turn, the homogeneous coordinates of the resulting intersection
point is computed by the cross product of the parameters of the
lines. The cross product-based formulation of the triangulation
is presented in [7].

VIII. RESULTS AND DISCUSSIONS

The described approach was implemented using the Java
programming language. The ASIFT algorithm was imple-
mented in C++ and it was called from our Java application
by command-line prompt commands. We used the reference
implementation provided by Morel and Yu [6]. The system
was tested with several pictures taken in the cities of Rio de
Janeiro and Niterói. In this section, we present the results of
four testing cases, namely: fast-food restaurant, supermarket,
bank, and law school. The input data was acquired using a
smartphone Samsung Galaxy GT-S5360B. The experiments
were performed on a 2.4 Ghz Intel Dual Core machine with
2 GB of RAM and internet access.

The input picture for the fast-food restaurant testing case is
presented in Fig. 9a. The Panoramic Points visited during the
breadth-first search on the virtual map are depicted in Fig. 9c.
In this image, the numbers inside the markers correspond to
the order in which the nodes of the graph had been visited.

Fig. 8. The actual coordinates of the building façade are computed by passive
triangulation. The circles represent the equirectangular panoramas encircling
two Panoramic Points. The red points on the circles illustrate where the façade
was located in the panoramic views. The dashed lines show the direction of the
building from the point of view of each Panoramic Point. From the intersection
of those lines we retrieve the geographic coordinates of the target building.

(a) Input Picture (b) Panorama related to winner Panoramic Points

(c) Virtual Map Representation

Fig. 9. The fast-food restaurant testing case: (a) input picture; (b) the cubic
face-concatenated panoramas related to winner Panoramic Points; and (c) the
virtual map showing the location of the Panoramic Points visited during the
graph traversal. Some of the red markers overlap. The three green markers
illustrate the winner panoramas and the actual location of the façade.

Due to a limitation of Google Maps API, the text assigned
to nodes numbered with value greater or equal to 10 is
replaced by a bullet symbol. The red markers correspond to
Panoramic Points without a meaningful number of matched
features, while the two green markers on the street correspond
to the winner Panoramic Points. The cubic face-concatenated
panoramas related to winner Panoramic Points are presented
in Fig. 9b. The actual location of the fast-food restaurant is
represented by the green marker outside the street in Fig. 9c.
Notice in this example that the initial coordinates provided by
the GPS (marker 1 in Fig. 9c) is far away from the actual
location of the restaurant.

Results produced for the supermarket testing case are
similar to the ones presented for the fast-food restaurant
example. However, for the supermarket, the inaccuracy of
the commercial GPS receiver and a more intricate graph of
streets lead to a higher amount of nodes visited during the
graph traversal procedure. Fig. 10 shows that, in this case,
16 panoramic views located in three different streets where
compared with the input picture.

The bank and the law school testing cases illustrate atypical
situations where our prototype is not able to identify the target
façade. Fig. 11 shows the input picture of the bank testing case.
In this example, we believe that the tree in front of the target
façade disturbed the identification of the building in panoramas
acquired by the Google Street View service at narrow points



Fig. 10. In the supermarket testing case, the graph traversal procedure
covered 16 Panoramic Points in three different streets while looking for the
façade of the target business establishment.

of view of the building. As a result, the visual features related
to the tree in this input picture were incorrectly matched to
the visual features of other trees in different panoramas.

The law school testing case shows that modifications on the
building façade may prevent the identification of the expected
winner Panoramic Points. Fig. 12a shows a picture of the law
school of our university. The picture was taken by the user
when the law school was celebrating its centenary. Notice that
a banner had been hung on its façade. The problem is that the
panoramic views provided by the Google Street View were
acquired at a different time (see Fig. 12b), without the banner.
As a result, our prototype was not able to identify a winner
Panoramic Point using the given picture. This example also
shows that our strategy of removing the top and bottom faces
of the cubic panoramic projection while composing the cubic
face-concatenated panorama used in image comparison may
prevent the extraction of important visual features that may
be included in the top face of the cube. We plan to change
our implementation to remove only the bottom face.

IX. CONCLUSION

We presented an automatic process to compute the location
of a building façade from a picture of the place and inaccurate
GPS coordinates. We implemented our technique in a proof-of-
concept prototype desktop application and used it to show that
the proposed solution is feasible. The computational cost of
our solutions is prohibitive for current smartphones. Thus, we
plan to implement its final version as a mobile application that
will take the picture, estimate the user’s GPS coordinates, and
send the input data to the cloud. After computing the solution,
the cloud will return the location of the building façade which
will be displayed to the user by the interface.

The ideas and algorithms presented in this work may
evolve in many ways. For instance, faster implementations
of the ASIFT algorithm may allow the use of our technique
in real-time applications. The feature extraction step is the
bottleneck of our implementation. Also, the confidence on
the coordinates computed for the target building could be

Fig. 11. In the bank experiment, there was no final results because the
prototype had ignored the expected winner panoramas. We believe that it
happened mainly due to the tree in front of the façade of the bank. Another
possible cause would be the narrow point of view in which the panoramic
images covering this building façade was captured.

(a) Input (b) Panorama that is supposed to be related to (a)

Fig. 12. Our prototype was not able to identify winner Panoramic Points
for the law school testing case. There are two possible causes for this issue:
(i) there is banner in the input picture (a) that is not included in the panoramic
view (b); and (ii) important visual features of the façade where discarded by
removing the top face of the cubic panoramic projection while composing the
cubic face-concatenated panorama used in image comparison.

asserted by analyzing the way the uncertain intrinsic to input
data propagates to the final results. By doing so, we will be
able to automatically evaluate the precision of the estimated
location. In its present form, we only check whether the façade
is correctly identified or not in the expected location. Another
possible extension of this work would be the use of the
anaglyphs provided by the Google Street View as a substitute
for the conventional panoramic views. The use of anaglyphs
could replace the necessity of two winner Panoramic Points in
the computation of the coordinates of the façade of interest. Fi-
nally, information retrieval applications such as Google Places
and Foursquare could use the geographic coordinates provided
by our technique as input for retrieving the description and the
recommendations of the imaged place.
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